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Abstract—Hierarchical network structuring will be a central
issue in future cellular networks. In the literature, many graph
partitioning methods have been proposed to assign network
elements to controllers to minimize network signalling. This
paper presents two refinements to such methods, namely the
connectedness and site constraints, to improve the spatial consis-
tency of solutions, which is key for easy checking by the operator.
Assessment is based on real problem instances of the assignment
of base stations to packet control units in GSM-EDGE Radio
Access Network (GERAN). Results show that fragmentation and
overlapping in the final solution can be greatly reduced, while
degrading the network performance only marginally.

Index Terms—Mobile network, self-structuring, network
management, graph partitioning, spatial consistency.

I. INTRODUCTION

In the last years, the size and complexity of mobile networks
has increased substantially. For this reason, automatic network
optimization has become a need for operators. Amongst the
tasks to be automated is network re-structuring. Mobile net-
works are given a hierarchical structure, where it must be
decided which network elements in lower layers (i.e., base
stations) are controlled by which element in higher layers
(i.e., controllers or control areas). In these decisions, the goal
is to minimize the need for exchanging information between
network elements when users move, while distributing the load
between controllers. Examples of such clustering problems are
the assignment of Base Stations (BSs) to Packet Control Units
(PCUs) [1], Base Stations Controllers (BSCs) [2], Location
Areas (LAs) and Mobile Switching Centers (MSCs) [3].

In most classical references, the assignment of BSs to
controllers is formulated as a graph partitioning problem,
for which many methods have been proposed [4]. When
applied to mobile network structuring, emphasis has been
on minimizing the number of users moving between BSs in
different controllers to reduce signalling load, thus eliminating
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unnecessary delays and the need for extra capacity in the
transmission network. However, no attention has been paid to
how easy it is for operators to check the validity of solutions.
For obvious reasons, an operator never implements changes
to a live network without a careful examination. Should this
checking process be complex, part of the benefit from the
automatic approach would be lost. Experience shows that,
no matter how large the performance improvement of a new
network configuration is, operators never implement solutions
that are hard to understand. In the case of network structuring,
solutions are visually checked on a map. A solution is easier
to check if it is spatially consistent, i.e., each controller covers
a seamless area that does not overlap with that of other
controllers. To the authors’ knowledge, no previous work has
evaluated this operational aspect, which is currently the main
obstacle to the success of automatic network re-structuring
methods.

This paper evaluates the impact of adding two constraints
to graph partitioning algorithms to reduce fragmentation and
overlapping in solutions used for mobile network structuring.
The assignment of BSs to PCUs, which is key for packet-data
services in GERAN, is selected as an example of clustering
problem, although results should be applicable to many other
similar problems. Assessment is performed on graphs built
with real network data. The main contributions of this work
are: a) the introduction of the importance of spatial consistency
in network hierarchy, b) the modification of classical graph
partitioning algorithms to make solutions visually simpler,
and c) a new methodology to evaluate the tradeoff between
solution performance and simplicity over real data. Section
II formulates the BS-to-PCU assignment problem, Section III
outlines the proposed heuristic graph partitioning algorithm
and Section IV presents the results over real network data.

II. PROBLEM FORMULATION

In GERAN, each BSC has a fixed number of PCUs, to
which BSs in the BSC must be assigned. The assignment



should minimize the number of users that change PCU after
a change of BS, as service interruption is much longer in
this case, which severely degrades the performance of packet-
data services [1]. Hence, BSs exchanging a large number of
users between them should be assigned to the same PCU. At
the same time, the teletraffic load must be evenly distributed
among PCUs.

The assignment of BSs to PCUs can be formulated as a
graph partitioning problem [5]. The network area optimized
(a BSC) is modeled by a weighted undirected graph, G =
(V,E). The vertices of the graph, V , represent the BSs in the
BSC, while the edges, E, represent the adjacencies between
BSs. The weight of a vertex, ωi, represents the number of
Time SLots (TSLs) devoted to packet-data services, while the
weight of an edge, γij , represents the number of users of these
services that change between BS. As shown in [1], the latter
can be estimated from handover statistics of circuit-switched
services. The partition of the graph, performed by assigning
vertices to k subdomains, V1, V2,..., Vk, reflects the assignment
of BSs to PCUs. Such a partition defines a set of edges that
join vertices assigned to different subdomains, δ(V1, ..., Vk).
The sum of the weight of these edges, referred to as edge cut,
represents the number of subscribers that, after a change of
BS, change their PCU. The BS-to-PCU Assignment Problem
can be formulated as:

Min
∑

(i,j)∈δ(V1,...,Vk)

γij (1)

s.t. ∥Vn∥ ≡
∑
i∈Vn

ωi ≤ Baw ∀ n ∈ {1, 2, · · · , k} , (2)

max(∥V1∥ , ..., ∥Vk∥)
min(∥V1∥ , ..., ∥Vk∥)

≤ Brw . (3)

(1) reflects the goal of minimizing the number of subscribers
that change their PCU, (2) reflects the PCU capacity limit,
Baw, and (3) ensures that the load is evenly distributed among
PCUs by limiting the weight imbalance ratio, Brw (i.e., the
weight ratio of the largest to the smallest subdomain).

III. ALGORITHM OUTLINE

A. Classical Algorithms

Graph partitioning methods can be classified either as
structural or geometric approaches [4].

Structural methods only consider the connectivity between
vertices, given by the graph adjacency matrix. Thus, edge cut is
minimized, regardless of the visual appearance of the solution.
Amongst them, the Multi-Level refinement (ML) algorithm [6]
is currently the benchmark against which other methods are
compared. This heuristic algorithm first coarsens the original
graph by collapsing vertices and edges to reduce graph size.
Over this smaller version, an initial partition is performed
efficiently, which is progressively uncoarsened to obtain the
partition of the original graph. After each uncoarsening opera-
tion, a local refinement algorithm is applied over parts of
the graph close to the partition boundary. This ML approach
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Fig. 1. An example of multi-level graph partitioning algorithm.

 Fig. 2. An example of partition by a geometric method.

outperforms single-level local search techniques in terms of
solution quality and compares favorably in terms of runtime.

Fig. 1 shows an example of multi-level scheme over a real
graph. In the example, 156 vertices (BSs) must be assigned to
3 subdomains (PCUs). The original graph is shown on the
top-left corner. A vertex is shown in the physical location
of each BS and an edge is represented for each pair of BSs
between which users move. Graph weights have been removed
for clarity. As coarsening progresses, the graph is simplified.
In the coarsest graph, consisting of 5 vertices, a partition with
3 subdomains is built. To visualize the partition, vertices are
shown by 3 symbols representing the different subdomains
(PCUs). During uncoarsening, vertices in the coarser graphs
are unfolded, resulting in finer partitions.

Alternatively, geometric methods rely only on vertex coor-
dinates, giving solutions that look simpler at the expense of a
higher edge cut. In this work, a simple geometric method is
developed for comparison purposes. First, a new graph is built
by Delaunay triangulation [7]. The resulting graph is planar
(i.e., edges intersect only at their endpoints). Thus, unlike real
graphs, any vertex in the Delaunay graph only has edges to
vertices in its vicinity. Second, the weight of each edge is
computed as the inverse of the distance between vertices on
its ends. Third, a partition is computed by the classical ML
algorithm. Over the graph, the ML algorithm tries to keep
close vertices together so that edge cut is minimum (note that,
in the computed graph, close vertices are connected by edges
of large weight). As a result, more compact subdomains are
obtained. Finally, the real edge-cut is computed by projecting
the partition onto the original graph, built with handover
statistics. Fig. 2 shows an example of partition built by the
geometric method on top of the Delaunay graph.
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Fig. 3. Map view of the PCU plan of a BSC [5].

B. Improvement of the Spatial Consistency of Solutions in
Structural Algorithms

PCU plans are checked visually by the operator by repre-
senting the grouping of vertices (BSs) into subdomains (PCUs)
on a map. Figure 3 shows one of these maps. On the map, a
symbol is placed on the location of each BS and a different
symbol is used to represent to which PCU the BS is assigned.
It is clear that a PCU plan is easier to check if the service
areas of PCUs are seamless and do not overlap. In graph terms,
a partition is easier to understand if: (a) subdomains do not
consist of isolated (groups of) vertices and (b) all vertices in
the same location belong to the same subdomain. Note that
none of these conditions are satisfied by the plan in Fig. 3.

To ensure these conditions, two new constraints are added to
the classical formulation: (a) the connectivity between vertices
in the same subdomain, and (b) the assignment of co-sited BSs
to the same PCU. While the former aims to avoid assigning
distant BSs to the same PCU, the latter reduces overlapping
between areas of different PCUs.

1) Connectedness Constraint: A subdomain is connected if
there exists an internal path, consisting of one or more adjacen-
cies, between every pair of vertices in the subdomain. Enfor-
cing this requirement, referred to as connectedness constraint,
prevents subdomains from consisting of unrelated groups of
vertices. Fig. 4 (a)-(b) depict a non-connected and connected
partition, respectively. In Fig. 4 (a), the subdomain represented
by squares consists of two independent clusters of vertices
(same for circles and stars). In contrast, all subdomains are
connected in Fig. 4 (b).

Classical graph partitioning algorithms in the supercompu-
ting literature rarely consider the connectivity within subdo-
mains, as this is not a critical issue. This lack of explicit
connectedness checks would cause that, during the refinement
stage, any re-assignment of a vertex to a new subdomain might
occasionally break the connection of vertices left in the source

    (a) Non-connected partition

(b) Connected and non-fragmented partition

(c) Connected but fragmented partition

Fig. 4. Graph connectivity and fragmentation.

subdomain. To prevent such an event, the refinement algorithm
in this work checks the fulfilment of the connectedness prop-
erty after any potential movement. This variant is known as
connected refinement [8], an implementation of which can be
found in [5]. Such a refinement algorithm must first process the
initial partition to avoid disconnected subdomains. During the
subsequent refinement stage, the algorithm identifies vertices
that would produce disconnected subdomains when moved,
so as to discard them. As already pointed out in [5], it is
sometimes impossible to satisfy the connectedness constraint
if the original graph is not itself connected. Under these
circumstances, the best solution is the one with the minimum
number of disconnected subdomains.

It should be pointed out that, even if connectedness is
an indicator of spatial consistency, it might happen that a
connected solution looked fragmented on a map. Fig. 4 (c)
shows a connected partition in which a subdomain (i.e.,
circles) comprise very distant vertices. Even if vertices are
connected, the solution is difficult to interpret, since that
subdomain comprises vertices that are very far apart. In this
work, the graph built by Delaunay triangulation is used to
detect fragmentation. If a partition is not connected over the
Delaunay graph, it is most likely fragmented.

2) Site Constraint: The simplest network element assigned
to a PCU is a BS. Thus, the original graph has BS resolution
(i.e., each vertex represents a BS). Although it is not common,
it might happen that the classical ML algorithm assigned co-
sited BSs (e.g., in a tri-sectorized site) to different PCUs.
This would cause that several symbols were displayed in the



same position on the map (as, e.g., in Fig. 3), which would
cause overlapping between PCU service areas. To avoid this
situation, BSs in the same site are forced to be in the same
PCU, which is referred to as site constraint. For this purpose,
the original graph is coarsened by grouping co-sited BSs
into a single vertex representing the site. The resulting graph
models the assignment process with site resolution. Hence,
any partitioning method applied to the latter graph assigns co-
sited BSs as a whole. Such an approach can be interpreted as
a hybrid partitioning method, which combines structural and
geometric approaches. The use of the adjacency matrix results
in less edge cut, while the site constraint leads to solutions that
look more consistent on a map.

IV. PERFORMANCE ANALYSIS

The following analysis evaluates the impact of including the
connectedness and site constraints on algorithmic and network
performance. The analysis set-up is described first and the
results are then presented.

A. Assessment Methodology

A set of problem instances is built from data taken from
a live GERAN system. This data consists of the General
Packet Radio Service (GPRS) configuration and the handover
statistics of circuit-switched services for a 2-week period in
the network management system. The network area comprises
8952 BSs distributed over 61 BSCs. As PCU planning is
solved on a per-BSC basis, the set of problem instances con-
sists of 61 graphs. As optimization constraints, the maximum
number of GPRS TSLs per PCU is 256 (i.e., Baw = 256)
and the number of GPRS TSLs in the least loaded PCU has
to be, at least, half that of the most heavily loaded PCU (i.e.,
Brw = 2), as suggested by the operator.

During the analysis, four methods are compared: the classi-
cal ML algorithm (i.e., with non-connected refinement and BS
resolution), the ML algorithm with connected refinement and
BS resolution, the ML algorithm with connected refinement
and site resolution, and the above-described geometric algo-
rithm (denoted as GEO). The initial solution built manually by
the operator is also included for comparison purposes (denoted
as OI, for Operator Initial). The algorithms are implemented
in Matlab and executed on a 2GHz 2GB-RAM laptop.

The impact of constraints on the solution of the ML
algorithm is first shown graphically in a single BSC. Then, the
methods are compared based on objective criteria aggregated
over a larger area covering the 61 BSCs. The total edge cut is
used to estimate the number of users that change PCU after a
change of BS. The spatial consistency of solutions is evaluated
through connectivity, fragmentation and compactness indices.
The connectivity index of a solution is defined as the total
number of disconnected subdomains on the graphs (one per
BSC) built with handover statistics. It is assumed that graphs
are connected, which requires some pre-processing to correct
isolated (groups of) cells. The fragmentation index is defined
as the total number of disconnected subdomains on the De-
launay graphs. Finally, the average PCU radius, defined as

the largest distance from any BS in the PCU to the center
of gravity of the PCU, gives a measure of compactness. To
avoid that BSCs covering a large geographical area dominate
the latter indicator, the PCU radius is normalized to the radius
of the BSC (which does not depend on the solution) before
performing the average.

B. Test Case - single BSC

The first experiment shows the impact of constraints on
the appearance of solutions in a live BSC. Fig. 3 shows
the current operator solution, while Fig. 5 (a)-(c) present the
solutions of ML with different constraints. Again, a symbol
displays the location of a BS on the map and each of the
six different symbols stands for a different PCU in the BSC.
Fig. 3 shows that, in the operator solution, BSs in the same
PCU (represented by the same symbol) are not always close
to each other. On the contrary, adjacent BSs, or even co-
sited BSs, are assigned to different PCUs. As a result, lots of
subscribers change PCU when moving to a different BS. Fig.
5 (a) shows that the classical ML algorithm, with no restriction
except (2) and (3), achieves a solution where BSs in the same
PCU are grouped geographically. However, one disconnected
subdomain is observed. In particular, PCU 6, denoted by a ’+’
symbol, covers BSs on the bottom and upper-right of the map.
In contrast, Fig. 5 (b) shows that connected refinement avoids
disconnected subdomains, which makes that all PCUs cover a
seamless area. Nonetheless, there exists overlapping between
areas of different PCUs due to the assignment of co-sited BSs
to different PCUs. This can be solved by enforcing the site
constraint, as depicted in Fig. 5 (c).

C. Overall Results - 61 BSCs

Table I presents the main performance indicators aggregated
across the 61 problem instances. From the comparison of
the 2nd and 3rd columns (OI and ML with no restrictions,
respectively), it is deduced that ML can reduce the total
edge cut of the operator solution by 78%. The 4th column
(ML with connected refinement and BS resolution) shows
that the use of connected refinement eliminates disconnected
subdomains at the expense of a small edge-cut increase (i.e.,
3.3%). Nonetheless, fragmented subdomains still exist, which
explains that the average normalized PCU radius remains the
same. The 5th column (ML with connected refinement and
site resolution) shows that the site constraint reduces the
latter indicator by 10% at the expense of a non-negligible
edge-cut increase (28% compared to the same method with
BS resolution, 44% compared to ML with non-connected
refinement and BS resolution). This edge-cut increase is due
to the fact that co-sited BSs, assigned to the same PCU to
satisfy the site constraint, do not necessarily have a strong
handover relationship. Nonetheless, the total edge cut remains
well below that of the geometric method (6th column). In
contrast, the latter have less fragmented subdomains and lower
normalized PCU radius, but 30% higher edge cut. Finally,
runtime figures show that, while the connectedness constraint
increases the time complexity of the refinement algorithm
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Fig. 5. Map view of multi-level refinement solutions in a live BSC.

TABLE I
PERFORMANCE OF PCU PLANNING METHODS.

Heuristic algorithm OI ML ML ML GEO
Resolution of assignment BS BS BS Site Site
Refinement algorithm - Non-conn. Conn. Conn. Conn.
Total edge cut [·106] 82.3 18.4 19.0 26.6 34.6
Total no. of non-connected subdomains 191 34 0 0 24
Total no. of fragmented subdomains 245 26 21 42 1
Avg. normalized PCU radius 0.66 0.40 0.39 0.35 0.32
Total runtime [s] - 28 59 10 13

due to the need for identifying vertices that would produce
disconnected subdomains, the site constraint reduces the size
of graphs, thus reducing the computational load.

V. CONCLUSIONS

In future mobile networks, smaller cell size will bring new
challenges in defining and maintaining network architecture.
Graph partitioning techniques can help operators to perform
hierarchical network structuring. In this paper, several im-
provements of the classical ML refinement algorithm have
been proposed to improve the spatial consistency of the
assignment of BSs to PCUs in GERAN. Results show that
the use of connected refinement and graphs of site resolution
leads to more compact PCU service areas, while reducing
the number of users that change their PCU by 68% when
compared to the current operator solution.

Both the connectedness and site constraints not only im-
prove the appearance of solutions, making visual checking
easier, but have additional benefits. For instance, when as-
signing BSs to BSCs and MSCs, the site constraint is needed
to allow sharing transmission equipment between co-sited
BSs. At the same time, the connected constraint leads to
more compact geographical service areas of controllers, which
keeps BS-to-BSC/MSC distance small, reducing the cost of
leased lines. Likewise, the consideration of graphs of site
resolution instead of BS resolution decreases the size of graphs
considerably, as, in live networks, there might be up to 6-7 BSs

per site. This greatly reduces computation time, which makes
more sophisticated algorithms feasible.

Although the analysis presented here is restricted to PCU
planning in GERAN, the conclusions are equally valid to
similar clustering problems arising in other network hierarchy
levels or radio access technologies, since graphs are the same.
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